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Sea surface height
(from satellite altimeters)

Dark red is >30 cm
Dark blue is <-30cm

AVISO/CLS sea surface height anomaly product
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information from data records
Many methods, especially:
• Spectral analysis: looking at spatial or temporal frequency content, or

behavior at different time/space scales
• Regression analysis: looking at relations between variables
• Empirical orthogonal functions/principal component analysis:

extracting ‘natural’ patterns in a data set (Prof. Venugopal, next week)
• Data assimilation: combining data with mathematical/physical models

to get an improved estimate (Prof. Arya Paul, next week)
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Principles of data analysis

• You never, ever get something for nothing in time series analysis.  For
every advantage a particular method presents, there is some price to
pay.

• Check your analysis method using a synthetic data record for which
you know what result the analysis should produce.

• If you can only reach a conclusion with one particular method, the
conclusion is probably wrong.

• Simpler methods are usually better.  If nobody understands your
fancy analysis, nobody will care about your results.
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Transform (IFT)
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(22 years of data)
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(22 years of data)

Farrar (2011, J. Physical Oceanography)

Preview of spectral density
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spectrum, generated
as a random
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f -2 spectral power
law.
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A red noise
spectrum, generated
as a random
realization of a
‘process’ having an
f -2 spectral power
law.

Spectral power law:
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 logloglog 

Linear in log(f)
with slope -β
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sense that it is self-similar at all
scales (compare first two panels–
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similarity across scales),

(2) Arbitrarily selected time periods
(like 1900-2016) appear to have
secular trends, but there is in fact
no trend, and

(3) One might think that there are
decadal oscillations (e.g., bottom
two panels)-- on some level this is
true, but there are fluctuations
on all time scales and the decadal
fluctuations are not special in any
way (as should be clear from the
spectrum).
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duration.

• Unfortunately, this can make it very hard to understand what is really
going on with x(t).

• The important subject of sampling theory helps us understand how
our limited real data records can lead to ambiguities.

• Sampling is the act of making measurements of the continuous
variable x(t)

• Data records are usually discretely sampled and are always of finite
duration.

• Unfortunately, this can make it very hard to understand what is really
going on with x(t).

• The important subject of sampling theory helps us understand how
our limited real data records can lead to ambiguities.

• Sampling is the act of making measurements of the continuous
variable x(t)

• Data records are usually discretely sampled and are always of finite
duration.

• Unfortunately, this can make it very hard to understand what is really
going on with x(t).

• The important subject of sampling theory helps us understand how
our limited real data records can lead to ambiguities.

• Sampling is the act of making measurements of the continuous
variable x(t)

• Data records are usually discretely sampled and are always of finite
duration.

• Unfortunately, this can make it very hard to understand what is really
going on with x(t).

• The important subject of sampling theory helps us understand how
our limited real data records can lead to ambiguities.



The Nyquist frequency and aliasingThe Nyquist frequency and aliasing

t
f




2

1
max

The “Nyquist
frequency”



The Nyquist frequency and aliasing

1/(2Δt) is the highest frequency we can “see”.

The Nyquist frequency and aliasing

t
f




2

1
max

The “Nyquist
frequency”

1/(2Δt) is the highest frequency we can “see”.



The Nyquist frequency and aliasing

1/(2Δt) is the highest frequency we can “see”.
What happens if x(t) has frequencies greater than 1/(2Δt)?

 “Aliasing”

The Nyquist frequency and aliasing

t
f




2

1
max

The “Nyquist
frequency”

1/(2Δt) is the highest frequency we can “see”.
What happens if x(t) has frequencies greater than 1/(2Δt)?

 “Aliasing”



The Nyquist frequency and aliasing

1/(2Δt) is the highest frequency we can “see”.
What happens if x(t) has frequencies greater than 1/(2Δt)?

 “Aliasing”

The Nyquist frequency and aliasing

t
f




2

1
max

The “Nyquist
frequency”

1/(2Δt) is the highest frequency we can “see”.
What happens if x(t) has frequencies greater than 1/(2Δt)?

 “Aliasing”



Red, white, and blue spectraRed, white, and blue spectra



Aliasing can happen in complicated ways in 2D
or 3D,
mixing up temporal and spatial variations

Ship moving 5 m/s (~10 knots) over 12 hours

Synoptic dynamic
height

Dynamic height
measured from ship

Aliasing can happen in complicated ways in 2D
or 3D,
mixing up temporal and spatial variations

Synoptic dynamic
height

Real dynamic
height variability



Questions?



Convolution



Convolution

The notation for the convolution operation isThe notation for the convolution operation is



Convolution

Convolution is sometimes described it as `sliding' one function through
another, multiplying the two functions at each coordinate.

I find it easier to think of convolution as a running weighted averageI find it easier to think of convolution as a running weighted average

Convolution is sometimes described it as `sliding' one function through
another, multiplying the two functions at each coordinate.

I find it easier to think of convolution as a running weighted average

Shorthand notation

I find it easier to think of convolution as a running weighted average



Convolution

Convolution is sometimes described it as `sliding' one function through
another, multiplying the two functions at each coordinate.

I find it easier to think of convolution as a running weighted averageI find it easier to think of convolution as a running weighted average

*

Convolution is sometimes described it as `sliding' one function through
another, multiplying the two functions at each coordinate.

I find it easier to think of convolution as a running weighted average

Shorthand notation

I find it easier to think of convolution as a running weighted average



Convolution

Convolution is sometimes described it as `sliding' one function through
another, multiplying the two functions at each coordinate.

I find it easier to think of convolution as a running weighted averageI find it easier to think of convolution as a running weighted average

*

Convolution is sometimes described it as `sliding' one function through
another, multiplying the two functions at each coordinate.

I find it easier to think of convolution as a running weighted average

Shorthand notation

I find it easier to think of convolution as a running weighted average





Filtering as a convolution
Let’s use convolution to filter this record:

Eastward velocity

Northward velocity

Filtering as a convolution
Let’s use convolution to filter this record:



Filtering as a convolution
Let’s use convolution to filter this record:

Eastward velocity

Northward velocity

Filtering as a convolution
Let’s use convolution to filter this record:



Filtering as a convolution
Let’s use convolution to filter this record:

Eastward velocity

Northward velocity

What is the frequency content of this
filtered record?

Filtering as a convolution
Let’s use convolution to filter this record:

What is the frequency content of this
filtered record?



Filtering as a convolution
Let’s use convolution to filter this record:

Eastward velocity

Northward velocity

What is the frequency content of this
filtered record? The half-power period of this
filter is 22.57 days

Filtering as a convolution
Let’s use convolution to filter this record:

What is the frequency content of this
filtered record? The half-power period of this
filter is 22.57 days



Two important Fourier transform pairs

The Fourier transform of a Gaussian function:

Two important Fourier transform pairs

The Fourier transform of a Gaussian function:



Two important Fourier transform pairs

The Fourier transform of a Gaussian function:

Two important Fourier transform pairs

The Fourier transform of a Gaussian function:



Two important Fourier transform pairs

The Fourier transform of a rectangle function:

Two important Fourier transform pairs

The Fourier transform of a rectangle function:



Two important Fourier transform pairs

The Fourier transform of a rectangle function:

Two important Fourier transform pairs

The Fourier transform of a rectangle function:



The sinc function

The Fourier transform of a rectangle function:The Fourier transform of a rectangle function:



The convolution theorem

The convolution theorem: the Fourier transform of a convolution of two
variables is the product of their Fourier transforms-- conversely, the Fourier
transform of a product of two variables is the convolution of their Fourier
transforms

Fourier transform of a convolution is the
product of the Fourier transforms

Fourier transform of a product is the
convolution of the Fourier transforms

The convolution theorem

The convolution theorem: the Fourier transform of a convolution of two
variables is the product of their Fourier transforms-- conversely, the Fourier
transform of a product of two variables is the convolution of their Fourier
transforms

Fourier transform of a convolution is the
product of the Fourier transforms

Fourier transform of a product is the
convolution of the Fourier transforms



Filtering as a convolution
Any time-invariant linear filter can be written as the convolution:

Weighting
function

Filtered
data Weighting

function

Filtering as a convolution
Any time-invariant linear filter can be written as the convolution:

Weighting
function

Raw dataWeighting
function



Filtering as a convolution
Any time-invariant linear filter can be written as the convolution:

Filtered
data Weighting

function

The frequency content of the filtered data is described
by its Fourier transform:

Filter transfer
function

Weighting
function

Filtering as a convolution
Any time-invariant linear filter can be written as the convolution:

Raw dataWeighting
function

The frequency content of the filtered data is described
by its Fourier transform:

Filter transfer
function

Weighting
function



Filtering as a convolution
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Filter transfer
function

(Fourier transform
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function)

Filter transfer functions
Filter weighting

(or window)
functions

Filter transfer
function shown
on a log scale
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quantity to the spectrum (or Fourier transform) of another quantity:

Filter transfer
function

A transfer function relates the spectrum (or Fourier transform) of one
quantity to the spectrum (or Fourier transform) of another quantity:

Filter transfer
function



Questions?



Filter transfer functions

Filter transfer
function

(Fourier transform
of the weighting

function)

Filter transfer functions
Filter weighting

(or window)
functions

Filter transfer
function shown
on a log scale



Filter transfer functions

Squared filter
transfer function

Filter transfer functions
Filter weighting

(or window)
functions

Squared filter
transfer function
shown on a log

scale



Eastward velocity

Here is the “Stratus” velocity record after filtering with a particular filter
having a 22.6-day filter cutoff (i.e., a 10-day running average)
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Northward velocity (wiggly lines are 10-d running average)

Here is the “Stratus” velocity record after filtering with two different filters
having a 22.6-day filter cutoff (i.e., a 10-day running average and a Parzen)

Northward velocity (wiggly lines are 10-d running average)
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filters– filters that “pass” low frequencies

and suppress high frequencies
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filtered data
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filtered data





Note that the high-pass
contains a ‘broader spectrum’

of variability
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Questions?



Spectral resolution
We talked about the highest frequency we can represent in a measured time series:

What about the smallest frequency we can represent?
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We talked about the highest frequency we can represent in a measured time series:

Two sinusoids must have a
frequency differing by at least 1/T

to be distinguishable
(“Rayleigh criterion”)

What about the smallest frequency we can represent?
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Two sinusoids must have a
frequency differing by at least 1/T

to be distinguishable
(“Rayleigh criterion”)

This is same as saying the
record must be long enough
for the relative phase of the
two sinusoids to change by π
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Spectral leakage and sidelobes

The important features are that:
(1) the true signal has narrow

spectral peaks that are smeared
out by convolution with the
transform of the narrow
observation window,

(2) the smearing is reduced when
the observation window is
lengthened

(3) the side lobes decay as 1/(f 2)
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Spectral leakage and sidelobes:
“tapering”
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record times a rectangle function:
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It turns out that a “raw” spectral estimate with
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This is not good–
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We can see here
that averaging

would give us a
more stable

estimate of the
true value (20).



Spectral estimation
Some averaging is required to increase the number of degrees of freedom and
the statistical stability of the estimate.  There are five ways of doing this:
(1) Band averaging: Average over adjacent frequency bands.
(2) Segment averaging: Break the record into segments (or blocks), and average the estimates

made from each segment.
(3) Weighted, overlapped segment averaging (WOSA): Same as segment averaging, but overlap

tapered data blocks in an effort to use all of the data (and not throw away data that are
downweighted near the ends of the segments).

(4) Multitaper method: Similar to WOSA, in that it employs overlapping tapered records, but
the data record is not broken into segments.  Instead, the method uses a set of orthogonal
taper windows, and each one is applied to the whole data record.

(5) Blackman-Tukey method, or lagged autocovariance method: This method is not used often
now for computational reasons, but it is of theoretical importance.
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Steps for estimating a spectrum (band
averaged)
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into chunks

Instead of making averaging estimates from nearby frequency bands
(band averaging), we can break the record into pieces, make several

estimates of the spectrum and average those together
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Cross-spectral methods

If we want to get dynamical insight from analyzing data, or to make inferences
about what is causing variance at a given frequency, we often need to
understand the relationship between variability in different quantities.

Cross-spectral methods give information about how the covariance of two (or
perhaps more) quantities is partitioned in frequency.
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Coherence

Observations: surface (4-
m) velocity from ‘SPURS’
mooring in subtropical
Atlantic

Model: High-resolution
(2-km) ocean GCM
forced with realistic
forcing and tides
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“Significance level at
95% confidence”:

coherence value that
will be exceeded 5% of

the time by pure chance
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Fourier series

We have some time series x(t).  We can expand it as a series of sines
and cosines (or complex exponentials):

Parenthetical note:
You will sometimes hear people say the Fourier expansion
assumes the data record is periodic.  It doesn’t matter what
value x(t) takes outside of 0 and T– the Fourier series
expansion is an exact representation of x(t)
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Fourier transform

How computers think of discrete Fourier transform

How humans think of discrete Fourier transform

Rewriting (shifting indices and regrouping)

Fourier coefficients
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Doing physics as a function of
frequency: Polarization relations and
transfer functions
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